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Example: If the desired reward r* is known: A (7, 7p) = -ﬂE[r*] — E_[r*]

Example: ABC(ﬂ', 7Z'E) — _SNdE(S) [DKL(ﬂE( ) ‘ S) ” 71'( ) ‘ S))]



BC in trajectory form

Assume finite horizon 7, and that the learner and expert share the same p, and P
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BC in trajectory form

Assuming the learner and expert share the same p, and P

T—1 ]Z_E( at ‘ St) T—1
DKL(PJZE”Pﬂ) =E.., Z log @) = const + S Z —log n(a, | s,)
=0 T

So we may equivalently consider the “distance” A (7, 7)) = Dy (pﬂEH pﬂ).



Learning rewards via maximum likelihood

T-1
Inverse RL (Ziebart08): parametrize trajectories via rewards R,(r) = Z 1. (S a,)!
=0

Assume access to reference g (7).

dp € arg max { =gl Rg(D)] — aDy; (g H%)}
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Learning rewards via maximum likelihood

T-1
Inverse RL (Ziebart08): parametrize trajectories via rewards R,(r) = Z 1. (S a,)!
=0
Assume access to reference g (7). + Reward specification
+ Reward transfer
gy € arg max { = [Ry(D)] — aDy (g 610)} + Preference learning / alignment
" + Improve beyond BC



Learning rewards via maximum likelihood

T-1
Inverse RL (Ziebart08): parametrize trajectories via rewards R,(r) = Z 1. (S a,)!
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Learning rewards via maximum likelihood

T-1
Inverse RL (Ziebart08): parametrize trajectories via rewards R,(r) = Z 1. (S a,)!
=0

Assume access to reference g (7).

dp € arg max { =gl Rg(D)] — aDy; (g HQO)}

q
7)exp(Ry(7)/ o \
— Go(DeXPRy (1) ) Aside: if g, is uniform, this reduces to

Zo(Sp) = Ry(7)] + aH(q). If additionally

T~q
dynamics are deterministic, then

Zy(Sp) = Jqo(f)ﬁXp(Rg(T)/ a)dt H(g) = H(r), hence max entropy IRL.




Learning rewards via maximum likelihood

-1
Inverse RL (Ziebart08): parametrize trajectories via rewards R,(r) = Z 1. (S a,)!
=0
Assume access to reference g (7). 0% € argmin A (g, p, )
0e® ’
qdp € arg max { =g Ro(D)] = O‘DKL(CIHQO)} = arg min Dy (pﬂ ||q9)
91 USC, )
~ qo()exp(Ry(7)/ ) = argminconst — E__, [log gy(7)]
= 7 0O "
5(So)

1 N
X arg max — 2 log gy(t;)
ZH(S()) — [qo(f)ﬁxp(Re(T)/a) dT UG, N i=1
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How can we extract a policy?

Assume:

o fixed initial state s,

e finite time horizon 1

e deterministic dynamics s,,; = f(s,, a,)



Learning rewards via maximum likelihood

How can we extract a policy?

Assume:

o fixed initial state s,

e finite time horizon 1

e deterministic dynamics s,,; = f(s,, a,)

T—1
S0 gy(7) = p (7 | 59) = | | mo(a, | 5.
=0



Learning rewards via maximum likelihood

How can we extract a policy? go(D)exp(R,(7)/ a)
Go(T) = Z:(50)
Assume: 0130
o fixed initial state s, Zo(Sp) = IQO(T)eXP(Re(T)/ a)drt
. . . . I"QJ(St, a;))
finite time horizon 1 — Z [[ﬂo(at | 5,)exp ( . )

e deterministic dynamics s,,; = f(s,, a,)

mylals)=qyla =als,=s)
qo(s, = s,a, = a)

T—1
S0 (1) = p (| 59) = | [ mola, | ).
= - qo(S; = )




Learning rewards via maximum likelihood

Decompose into “forward” and “backward” components!

T—1 ( , ) ( | )
Z.(8) = Z H 'ﬂo(ak | Sk)ﬁxp( ok 21: ak >] By (s) = Z H [ﬂo(ak | Sk)exp( Ok LZC i )]

atZT—l k=t CZO —1 k—
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( ’ ) ( : )
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Learning rewards via maximum likelihood

Decompose into “forward” and “backward” components!

( ’ ) ( : )
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Dynamic
programming!



Learning rewards via maximum likelihood

Decompose into “forward” and “backward” components!

( ’ ) ( : )
Zo,(5) = Z H 'ﬂo(ak | Sk)ﬁxp( ok 21: ak >] By (s) = Z H [ﬂo(ak | Sk)exp( Ok LZC i )]

tle_ aotlk—

(et (Sp> ) (S, a)
Zy(s,a) = Z H [ﬂo(ak | Sk)exp( ok ZC o )] = ry(a | S)exp( 2 ; - )Zgat 1 (f(s,a))

Ari1.7—1 k=t T

(s, = 5,a = a) = BH,t(S)ZH,t(Sa a) (5, = 5) = Be,z(S)ZQ,t(S) DynamiC
qo\S; = S, 4, = a) = Z.(50) D6\>r = 3) = Z(s0) programming!




Learning rewards via maximum likelihood

ry (S, a)
Zg (s, a) = ma | s)exp( ’ - )Ze,m(f (s, a))
(S = 5, d, = a) — BQJ(S)Z@J(S’ a) ( ¢ = S) - BH,t(S)ZQ,t(S)
do\5; » Uy Z(s0) do\5; 7050

qo(s, = s,a, = a) B ZH,t(S’ a) B mo(a | s)exp(r, H,t(s’ a)l O‘)Ze,m(f (s,a))

ol 119) = Qs =5)  Zgfs) Zo AS)

So now we have a way to implicitly learn policies from just rewards!



Aside: soft Q-learning

1o S, a)

04

Zy (s,a) = mya | s)exp( ) Zg 1:1(f(s, a))

mo(a | s)exp(r, 9,;(5 ,a)/ a)ZH,t+1(f (s,a))
Z@,t(s )

my(als)=

Define:
Vo {s) = alogZ, (s)

Zy (s, a)

m(a | s)

Oy (s,a) = alog



Aside: soft Q-learning

1o S, a)

04

Zy (s,a) = mya | s)exp( ) Zg 1:1(f(s, a))

mo(a | s)exp(r, 9,;(5 ,a)/ a)ZH,t+1(f (s,a))

ﬂg,t(a ‘ S) — > (S)
0.1
Define: Then:
Vo (s) = alog Z, (s) Qp.(5:@) = 1y (s,a) + V11, (f(s, @)
Oy (s, a)
Qo (s, a) = alog 500 Vo.{s) = alog Z 7o(a | S)exp( : a )
m(a | s) -

7@ ] ) = mfa | exp(L(Qy,(s.0) = Vi (5)))



Aside: soft Q-learning

1o S, a)

04

Zy (s,a) = mya | s)exp( ) Zg 1:1(f(s, a))

In the stochastic dynamics
case, instead we get

mo(a | s)exp(r, 9,;(5 ,a)/ a)ZH,t+1(f (s,a))

ﬂg’t(a ‘ §) = _S’NP(S’ls,a)[VH,HI(S,)]

Z@,t(s)
Define: Then: /
Vé’,t(s) = alog Z@,t(s) QH,t(S ,a) =T, H,t(S ,a) + Ve,t+1(f (s,a))
Oy (s, a)
Oy (s,a) = alog 205 @) Vo(s) = alog [ Z mo(a | s)exp( e )]
| 71'()(61 ‘ S) a *

7@ ] ) = mfa | exp(L(Qy,(s.0) = Vi (5)))



Reward learning Is underspecified

|s there a reward that rationalizes the demonstrations?

IRL, (7p) € arg max

r

{—l/f(r) +

=, [r] — max [H(ﬂ') -+

nell

=] }

RL(r) € argmax { H(r) + E [r]}

nell

Return RL o IRL, (7).




Reward learning Is underspecified

|s there a reward that rationalizes the demonstrations?

IRL,(75) € arg max {—y/(r) +E, [r] — max |H(z) + E,[r]] } RL(r) € argmax { H(r) + E [r]}

7 nell rell

Problems: Return RL o IRL, (7).

« 7 = 0 rationalizes every policy.

 For any potential ® : & — R, the potential-shaped reward
r(s,a,s") =r(s,a,s) + yD(s’) — D(s) also preserves optimal policies (Ng99).

* |RL contains RL in the inner loop!

Example: R'(7) = Ry(z) + C gives Z'(sy) = e “Zy(sg) and q'(7) = g,(7).



Perspective 1: skip reward learning

Use convexity of objective vs p_(s,a) = Z y'P_(s, = s,a, = a) to skip reward learning! (Ho16)

>0

] =] = Zpﬂ(s, a)yr(s,a) =(p,r).
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. Each such p corresponds to a policy, namely z(a | s) = p(s, a) / Z p(s, a).



Perspective 1: skip reward learning

Use convexity of objective vs p_(s,a) = Z y'P_(s, = s,a, = a) to skip reward learning! (Ho16)

>0

_]Z'[r] — Zpyz(sa CZ)F(S, Cl) — <p71" l">.

 Each policy induces a point in the set of occupancy measures

P = {p > 0: Zp(s,a) = po($) +}/ZP(S | 5, a)p(s,a) Vs € oS’}
. Each such p corresponds to a policy, namely z(a | s) = p(s, a) / Z p(s, a).
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=0



Perspective 1: skip reward learning

Use convexity of objective vs p_(s,a) = Z y'P_(s, = s,a, = a) to skip reward learning! (Ho16)

>0

_]Z'[r] — Zpyz(sa CZ)F(S, Cl) — <p71" l">.

 Each policy induces a point in the set of occupancy measures

H is strictly concave on Z.

P = {p > 0: Zp(s,a) = po($) +}/ZP(S | 5, a)p(s,a) Vs € oS’}
. Each such p corresponds to a policy, namely z(a | s) = p(s, a) / Z p(s, a).

p,(s,a)
2. P8, )

, Foreachr, E o (D) [Zyt(_log m(a, | st))] =: H(n) = H(p,) := Z p.(s,a)log
=0
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Convex conjugate:

() = sup((y, x) — f(x))



Duality

IRL dual, occupancy form: max min — H(p) + (p. — p, r) — w(r)
r peP

Occupancy-matching primal: min — H(p) + W (pr — p)

pED
Example: If y(r) = 0, then 7/
0 —p =0 D
W (pg — p) = { PE™ P o
+00 else

p
becomes a hard constraint! K




Duality

IRL dual, occupancy form: max min — H(p) + (p. — p, r) — w(r)
r peP

Occupancy-matching primal: min — H(p) + W (pr — p)
pPES

Example (GAIL): If g,y () = { = [r=Tog(1 —e™)] r>0

+ o0 else

p(s,a) Pe(s, a)

then y* —p) = s, a)lo + p(s, a)lo
WAy (PE—P) Zp( ) gp(S, D+ 5. D) Pe(s, a) gp(S, Y
S.d E

IS the standard discriminator objective.



Reward learning Is underspecified

|s there a reward that rationalizes the demonstrations?

IRL,(75) € arg max {—y/(r) +E, [r] — max |H(z) + E,[r]] } RL(r) € argmax { H(r) + E [r]}

7 nell rell

Problems: Return RL o IRL, (7).

« 7 = 0 rationalizes every policy.

 For any potential ® : & — R, the potential-shaped reward
r(s,a,s") =r(s,a,s) + yD(s’) — D(s) also preserves optimal policies (Ng99).

* |RL contains RL in the inner loop!

Example: R'(7) = Ry(z) + C gives Z'(sy) = e “Zy(sg) and q'(7) = g,(7).



Perspective 2: optimize reward as a fixed point

Recall the occupancy-matching primal problem: min — H(p) + w*(pg — p)
pPER

We can equivalently optimize over d (s,a) = (1 — y)p,(s,a) (which is just the
normalized version).

For the choice of y* as KL divergence (Diwan26):

max  {H(d,) — fDx (dlldp)} st d=d,
n€ll, deEA(SXA)

Here, rewards are now Lagrange multipliers:

L(nm,d,r) = H(d,)) — Dy (d||dg) + {d, — d, 1)



Duality
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Duality

min (max {Hd(ﬂ) + (d_, r)} + max {—ﬁDKL(deE) — (d, ’”)})
r nell deEA(SXHA)

T

= max E ., [r(s,a) —logz(a | s)]
nell "
= (1 — y) max(E,[r] + H(x))

nell

The optimum satisfies the Bellman equations:

0,(s,a) = 1(5,@) + VEy.pts [ V(5]
V,(s) = log ) exp Q,(s.a)

w(als) = exp(Q,,(S, a) — V,,(S))



Duality

min (max {Hd(ﬂ) + (d_, r)} + max {—ﬁDKL(deE) - (d. ’”)})

r nell deEA(SXHA)
= max = s.ay~a [7(S; @) — log m(a | )] Looks familiar?
= (1 —y)max(E_|r| + H(x
(1 = pymax(E,[r] + H(z)) T 5.0) = di(s, a)exp(—r(s, a)/ )

The optimum satisfies the Bellman equations: = 5.0)~d | CXP(=1(5, @)/ )]

0,(s,a) = 1(5,@) + VEy.pts [ V(5]
V,(s) = log ) exp Q,(s.a)

w(als) = exp(Q,,(S, a) — V,,(S))



Duality

min (max {Hd(ﬂ) + (d_, r)} + max {—ﬁDKL(deE) - (d. ’”)})

r nell deEA(SXHA)
= max = s.ay~a [7(S; @) — log m(a | )] Looks familiar?
=1 -7y Ijltlear)[(( 'ﬂ[l”] + H(r)) cfz’\;,(s, 2 = di(s, a)exp(—r(s, a)/p)

The optimum satisfies the Bellman equations: = 5.0)~d | CXP(=1(5, @)/ )]

Q,(s,a) = 1(s, @) + YE . pis 0V, (s)]
V. (s) = log Z exp O.(s, ) Differentiate the objective vs r:

d,(s,a) — d(s,a) = 0

w(als) = exp(Q,,(S, a) — V,,(S))
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Perspective 2: optimize reward as a fixed point

di((s,
Solve: r¥(s,a) = flog AGE) —plog Z .

dﬂr*(s a) . We can ignore this due
constant in (s,.a) <+—— g reward shaping!
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occupancy d; = d, . The fixed point condition
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gives the target 7 (s,a) = flog
di(sa Cl)
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gives the target 7 (s,a) = flog
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Perspective 2: optimize reward as a fixed point

di(s,
Solve: r*(s,a) = flog £S. @) —plog Z .
d, (s,a) =

constant in (s,a)

Suppose iteration i has current reward r; and
occupancy d; = d, . The fixed point condition S
dE(Sa CZ)

d(s,a)

gives the target 7 (s,a) = flog

But we can optimize for this with gradient
descent! r,, , <« r,—n(r,— 7))

l

Figure from Diwan26



Conclusions

Perspective 1 (GAIL) Perspective 2 (fixed point)
+ Cool framework for imitation learning + Cool geometric view.
with regularization. - Rewards are Lagrange multipliers and
- At convergence, rewards are 0.5, and cannot be interpreted/transferred.
so they cannot be transferred. - Needs online or a lot of offline data,
- Hard to scale adversarial training. else reverse KL dy/d, estimation is hard.

- Needs on-policy data.



